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 A B S T R A C T

This paper investigates the efficacy of Zero-Shot Learning (ZSL) in the domain of emotion recognition, 
uncovering three significant shortcomings: (i) deceptive performance, (ii) a lack of standardized metrics and 
(iii) a deficiency in robust emotion semantic attributes. Our analysis shows that current ZSL methods suffer 
from misleading performance evaluations due to inconsistent dataset splits, which inflate results and obscure 
the true capabilities of ZSL models in emotion recognition. Moreover, the absence of standardized evaluation 
metrics exacerbates this issue, making it challenging to compare and validate the effectiveness of different ZSL 
models accurately. Moreover, the lack of robust semantic attributes for emotions hampers ZSL performance 
in emotion recognition, making it difficult to align these attributes with visual features. To address these 
challenges, we propose a new framework, namely Fair Evaluation for Affective Recognition (FEAr) alongside 
the FEAr-accuracy Harmonization (FaH) evaluation metric as innovative solutions to these problems. The FEAr
framework establishes standardized, valence-balanced split configurations for benchmark emotion datasets, 
enabling consistent and reproducible evaluation in zero-shot learning. Meanwhile, the FaH metric offers a 
robust framework for evaluating ZSL models, enabling reliable cross-study comparisons. Furthermore, the CLIP-
Affective Attributes Generator (CLIP-AAG) is proposed to generate emotional semantic attributes that are more 
effectively aligned with the corresponding emotional visual information. This study aims to foster a paradigm 
shift towards transparent, comparable, and replicable research practices in the field of emotion recognition. 
The dataset and code associated with this work are available at https://github.com/HewZK2000/CLIP-AAG.git
1. Introduction

In the digital era, social networks have become the principal arena 
for individuals to express their emotions, often through sharing images 
and videos that capture moments from their lives. This trend has 
captured the attention of researchers in computational visual emotion 
recognition, owing to its diverse applications across domains such as 
mental health diagnostics, sentiment analysis, and precision marketing. 
Numerous methodologies [1–3] were developed and trained to discern 
fundamental emotions. The term ‘‘fundamental emotions’’ refers to a 
set of basic emotional states namely, happiness, sadness, anger, fear, 
surprise, and disgust that are universally acknowledged and exhib-
ited by humans, transcending cultural barriers. This notion, deeply 
ingrained in the psychological frameworks of scholars such as Paul 
Ekman, posits that these emotional states are universally expressed 
and perceived. Consequently, this understanding has been instrumental 
in establishing foundational computational models that detect and 
categorize emotional expressions in digital media.

∗ Corresponding author.
E-mail address: cs.chan@um.edu.my (C.S. Chan).

As the field of psychology continues to expand the lexicon of 
emotions, the traditional computational models [1–3] have increasingly 
encountered limitations. These models often require retraining to in-
corporate recognition of newly identified emotional states, a process 
that is both time-intensive and resource-intensive. In response to these 
challenges, researchers have pivoted towards Zero-Shot Learning (ZSL) 
as a promising alternative. ZSL is designed to identify classes it has 
not encountered during its training phase [4], offering a potential 
solution to the rigidity of traditional models. For instance, studies [5] 
have explored the utilization of Large Visual Language Models (LVLMs) 
such as CLIP [6] and CoOP [7], which have shown markedly superior 
performance in recognizing a broader spectrum of emotions without the 
need for retraining. However, the transition to ZSL has unveiled piv-
otal challenges: notably, (i) deceptive performance, (ii) the absence 
of standardized metrics, and (iii) deficiency in robust emotion 
semantic attributes.
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Fig. 1. Left: A selectively reported, non-comprehensive comparison of prior results on the Emotion6 dataset. Right: Emotion6 performance under FEAr settings, 
providing a more comprehensive evaluation of zero-shot learning models.
First, the emergence of deceptive performance within the literature 
highlights a concerning trend: the portrayal of a model’s capabilities 
is often narrowly tailored to specific configurations, painting an in-
complete picture of its true efficacy. As illustrated on the left side of 
Fig.  1, significant variability arises when employing diverse random 
seen-unseen splits during model training. Presently, many studies tend 
to favor the split yielding the highest performance for their reported 
outcomes. However, this practice disregards a notable 27% decline in 
performance evident with alternative split configurations. This incon-
sistency in splits underscores a significant challenge and raises concerns 
about the selective reporting of results to artificially boost performance 
metrics.

Second, this issue is further exacerbated by the reliance on eval-
uation metrics that fail to capture the models’ holistic performance. 
Current evaluation metrics, such as Average per-class top-1 accuracy, 
harmonic mean, and average accuracy, are commonly used to evaluate 
ZSL model performance. However, as depicted in Fig.  1, our results 
reveal significant performance variations across different seen-unseen 
splits. This suggests that these metrics may not adequately capture the 
model’s true robustness, as they reflect its effectiveness only within 
specific seen-unseen configurations. These findings indicate the need 
for more comprehensive metrics to evaluate model performance con-
sistently across varying conditions. As a result, this scenario presents 
significant obstacles to researchers benchmarking their innovations 
against these precedents. The lack of standardized split settings across 
studies undermines the ability to conduct meaningful comparisons, as 
the performance outcomes are inherently tied to the chosen configura-
tions. Without a unified evaluation framework, the purported success of 
existing methods remains questionable, casting doubt on their reported 
effectiveness and impeding progress in the field. As a whole, these 
issues highlight the pressing need for continued innovation and the 
establishment of standardized practices within the domain of emotion 
recognition using ZSL approaches.

Third, the semantic attributes for emotions are not effectively con-
structed. ZSL relies on semantic attributes to recognize unseen classes 
by aligning image embeddings with the embeddings of these attributes. 
However, the existing semantic attributes, generated either from NLP 
models such as Word2Vec [8] or from CLIP’s text encoder [6], lack 
the quality needed for effective alignment with the visual features 
of emotions. Word2Vec, for instance, learns embeddings from word 
co-occurrence, producing vectors that overlook the attributes needed 
to capture the visual details of emotions. Furthermore, using simple 
phrases such as ‘‘image of sadness’’ limits CLIP’s ability to generate 
high-quality word embeddings. This highlights that both approaches 
fail to produce semantic attributes of sufficient quality for emotional 
representation.
2 
To dismantle the barrier of Deceptive Performance and foster a 
reproducible research environment, we introduce the Fair Evaluation 
for Affective Recognition (FEAr). Unlike static dataset releases, FEAr
is established as a dataset-agnostic benchmarking standard designed 
for universal application across emotion ZSL tasks. It standardizes the 
experimental input via two distinct sparsity tiers: Ratio Configuration-
I (Minor Split), which selects two unseen classes to test minimal 
generalization, and Ratio Configuration-II (Major Split), which uti-
lizes a rigorous 50% seen-unseen distribution. Crucially, FEAr imposes 
a Valence-Balanced Constraint, mandating that unseen sets must 
contain both positive and negative valence categories. This ensures a 
comprehensive assessment of a model’s discriminative power across 
the emotional landscape, preventing performance inflation arising from 
polarity bias. We validate this benchmark by applying it to three 
foundational datasets: FI [9], Emotion6 [10], and ArtPhoto [11].1

Besides, the introduction of the FEAr-accuracy Harmonization 
(FaH) evaluation metrics marks a significant advancement in the as-
sessment of model performance. By calculating the harmonic mean 
of accuracy across the diverse conditions of the FEAr dataset, the 
FaH metrics provide a holistic view of a model’s efficacy, ensuring a 
comprehensive understanding of its generalizability and robustness.

Moreover, a novel method, the CLIP-Affective Attribute Genera-
tor (AAG), is introduced to generate semantic attributes enriched with 
emotional visual information. This approach aims to produce attributes 
that better capture emotional visual details, facilitating more effective 
alignment between image and word embeddings.

The contributions of our work are:

1. We demonstrate that current implementations of ZSL in emo-
tion recognition are beset by deceptive performance and a no-
table absence of standardized metrics. This critical oversight 
by researchers could hinder progress in the field, potentially 
undermining key applications such as mental health diagnostics.

2. We promote reproducible experimentation by introducing a re-
fined dataset framework, termed FEAr , designed to enhance 
research clarity, consistency, and comparability, as well as pi-
oneering a new evaluation metric, that promise a more accu-
rate depiction of model performance and stability in the image 
emotion ZSL field.

3. We establish a set of baseline models, encompassing both stan-
dard approaches (e.g., CLIP, CoOP, SAE, DeVise, and EMO-L2P) 
and proposed CLIP-AAG. By integrating CLIP-AAG, which gener-
ates semantic attributes enriched with emotional visual details, 

1 This benchmarking suite will be publicly released.
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we set a new benchmark for aligning image and word em-
beddings in emotion ZSL. This foundational benchmark enables 
researchers to assess the relative effectiveness of new method-
ologies against well-defined standards, thereby driving the field 
towards greater scientific rigor and innovation.

2. Related works

2.1. Image emotion recognition

In the early stages, emotion classification was primarily approached 
by analyzing handcrafted features within a limited number of pre-
defined categories [12–15]. However, the evolution of deep learning 
has significantly shifted the focus towards leveraging deep features. 
Notably, Guo et al. [16] introduced the LD-MAN network. This mul-
timodal framework recognizes emotions by extracting and integrating 
features from images, text, and layout through an attention mechanism. 
Similarly, Zhang et al. [17] developed the GOSR-CNN, which combines 
graph-based semantic refinement with convolutional neural networks 
to enhance visual emotion recognition. Another approach by [1] ex-
plored convolutional outputs as a style representation for emotion 
classification, highlighting the importance of feature correlation.

The recognition of an expanding spectrum of emotions has posed a 
challenge for traditional models, necessitating frequent and resource-
intensive retraining. To address this, ZSL has emerged as a viable 
solution. ZSL offers a solution by enabling predictions for unseen 
classes without labeled data. Recent advancements in ZSL [18,19] have 
shown promising results in bridging the gap between seen and unseen 
classes, making ZSL a scalable choice for dynamic tasks like emotion 
recognition.

For ZSL in image emotion recognition, Affective Structural Embed-
ding (ASE) [20] tackled the affective gap by introducing a latent space 
bridged with DeepSentibank concepts [21]. In contrast, ASE+ [22] 
enhanced this model by incorporating Tweet2Vec-derived tweet fea-
tures [23] as auxiliary data. In a novel approach, [5] applied prompt 
learning to the text encoder of CLIP [6], utilizing GPT-2 generated 
prompts [24] combined with emotion words for contrastive learning, 
marking a significant advancement in emotion recognition through 
ZSL.

2.2. Emotional datasets

Datasets in this domain are classified into two categories, based 
on emotion models: Categorical Emotion State (CES) and Dimensional 
Emotion Space (DES).

CES organizes emotions into discrete categories like anger, fear, 
sadness, etc. This includes Mikel’s eight emotions [25] and Ekman’s 
six emotions [26], as well as CES-based datasets such as FI [9], Art-
photo [11], and others. DES, conversely, represents emotions in a multi-
dimensional space, typically valence-arousal-dominance (VAD), provid-
ing a nuanced emotional spectrum. DES datasets include IAPS [27], 
whereas certain datasets such as Emotion6 [10] are shared across both 
models.

In zero-shot image emotion recognition, dataset splits often adopt 
one of two ratios: (i) a minimal unseen class scenario to mirror potential 
real-world applications, or (ii) an equal division between seen and 
unseen classes to test model robustness. However, the specificity of 
these split settings namely, the identification of seen vs. unseen classes 
remains poorly documented. This omission introduces a significant 
challenge. The perceived performance of models depends on these 
undisclosed configurations, leading to misleading portrayals of their ca-
pabilities. Our investigations reveal model performance discrepancies
when classes are assigned as seen or unseen, underscoring the deceptive 
performance issue. The lack of transparent split information hampers 
accurate model comparison and evaluation, suggesting an urgent need 
for standardized documentation to ensure genuine progress in the field.
3 
2.3. Evaluation metrics

In zero-shot image emotion recognition, the landscape of evaluation 
metrics varies, with some studies adopting Average per class top-1 
accuracy and harmonic mean (H-mean), while others opt for aver-
age accuracy. Specifically, Average per class top-1 accuracy assesses 
model performance based on the mean accuracy across unseen classes. 
H-mean evaluates performance via the harmonic mean of average ac-
curacies for seen and unseen classes. Conversely, works such as [5,22] 
rely on average evaluation accuracy.

However, our analyses reveal a significant flaw: model performance 
exhibits marked inconsistencies across different configurations of seen 
and unseen emotion classes. This inconsistency underscores the limita-
tions of current evaluation metrics, which only reflect model efficacy 
within particular seen-unseen class splits. The situation is compounded 
by the absence of standardized split settings in existing literature, 
allowing authors to selectively report outcomes that showcase their 
model in the most favorable light. Such practices lead to inflated 
performance metrics, distorting the model’s actual effectiveness.

The core issue lies in the non-standardized dataset splits and the 
resultant over-reliance on metrics like Average per class top-1 accuracy 
and H-mean, which are inadequate for a holistic assessment. These 
metrics fail to accurately portray a model’s generalizability across 
diverse emotional spectrums without a universal benchmark for splits. 
Hence, there is an urgent need for the adoption of standardized metrics 
and dataset splits to prevent selective reporting and ensure the genuine 
advancement of the field.

3. Methodology

3.1. Preliminaries

Let 𝐷 = {𝐸1, 𝐸2, 𝐸3,… , 𝐸𝑁} represent the set of 𝑁 distinct emotion 
classes. The emotion dataset 𝑋 = {𝐶1, 𝐶2, 𝐶3,… , 𝐶𝑁}, where the 
emotional label for subset 𝐶𝑖 corresponds to the emotion class 𝐸𝑖. Each 
subset 𝐶𝑖 consists of the images’ features extracted for emotions, 𝐼𝑖, and 
the attribute labels, 𝐴𝑖, related to its respective emotion classes, and 
can be expressed as 𝐶𝑖 = {𝐼𝑖, 𝐴𝑖}. In ZSL, the dataset is split into seen 
and unseen classes, denoted as 𝑍 = 𝑋𝑠 ∪ 𝑋𝑢, where 𝑍 represents the 
complete ZSL dataset, 𝑋𝑠 signifies the seen classes with 𝑋𝑠 = {(𝐼𝑠𝑖 , 𝐴

𝑠
𝑖 )}, 

and 𝑋𝑢 indicates the unseen classes with 𝑋𝑢 = {(𝐼𝑢𝑖 , 𝐴
𝑢
𝑖 )}. It is critical 

that the seen and unseen classes are disjoint, i.e., 𝑋𝑠 ∩𝑋𝑢 = ∅.
The aim of ZSL is to minimize the distance between 𝐼𝑠𝑖  and 𝐴𝑠

𝑖
of seen classes by learning two mapping functions 𝑓 ∶ 𝐼𝑠𝑖 → 𝑌  and 
𝑔 ∶ 𝐴𝑠

𝑖 → 𝑌 , where 𝑌  represents a shared embedding space. The training 
loss, 𝐿𝑡𝑟𝑎𝑖𝑛, is defined as: 

𝐿𝑡𝑟𝑎𝑖𝑛 = 𝐿(𝑓 (𝐼𝑠𝑖 ;𝑤1), 𝑔(𝐴𝑠
𝑖 ;𝑤2)) (1)

Here, 𝐿𝑡𝑟𝑎𝑖𝑛 represents the training loss, and 𝐿 denotes the loss func-
tion. The function 𝑓 (⋅;𝑤1) is a mapping function parameterized by 
weights 𝑤1, aimed at transforming the image features of seen emotion 
classes into the embedding space 𝑌 . Conversely, 𝑔(⋅;𝑤2) is another 
mapping function parameterized by weights 𝑤2, tasked with mapping 
the attributes of seen emotion classes into the same embedding space 
𝑌 .

During the testing phase, given an unseen image feature vector (𝐼𝑢)
and a set of candidate unseen classes’ attributes (𝐴𝑢

𝑖 ), the goal of ZSL in 
emotion recognition is to identify the emotion class that minimizes the 
distance between the unseen image feature vector and the attributes in 
the embedding space. This is formulated as: 
argmin

𝑖

(

𝑓 (𝐼𝑢;𝑤1), 𝑔(𝐴𝑢
𝑖 ;𝑤2)

)

(2)

where 𝑓 (⋅;𝑤1) and 𝑔(⋅;𝑤2) are the mapping functions for unseen image 
features and attributes, aimed at finding the closest matching unseen 
emotion class in the embedding space 𝑌 .
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Fig. 2. Model performance varies inconsistently across architectures with different zero-shot learning dataset split configurations.
 

3.2. Deceptive performance & lack of effective evaluation method

Establishing standardized dataset splitting configurations is crucial 
in zero-shot image emotion recognition. However, existing studies com-
monly overlook the importance of explicitly specifying the classes des-
ignated as unseen, leading to a significant problem termed as deceptive 
performance.

Problem 1. Existing methodologies in zero-shot image emotion recog-
nition research typically delineate datasets into seen and unseen classes,
employing standardized ratio configurations. Despite this, a notable 
oversight persists. The specific emotion classes designated as ‘unseen’ 
often remain undisclosed. This gap in methodology documentation cre-
ates a condition known as performance inconsistency, in which variations 
in the selection of unseen classes significantly influence the model’s 
effectiveness. Fig.  2 illustrates that both traditional ZSL models and 
LVLMs suffer from significant performance inconsistencies, depending 
on which emotion classes are designated as ‘unseen’. It is typical for 
existing studies to selectively report split settings that showcase optimal 
results, overlooking substantial performance declines under alternative 
configurations within the same emotional datasets. This prevalent issue 
affects both types of models. It spans multiple datasets, highlighting a 
serious concern. The current approaches may present a misleadingly 
optimistic view of model capabilities by manipulating seen-unseen 
splits. This practice undermines the reliability and generalizability of 
reported performance metrics in emotional recognition tasks.

For instance, in the FI dataset [9] shown at the top of Fig.  2, 
both traditional ZSL and LVLMs exhibit inconsistent performance. With 
traditional ZSL, the SAE* [28] model’s performance varies from 87% to 
23%, resulting in a 64% discrepancy when ‘unseen’ classes are changed. 
Similarly, LVLMs show comparable trends; the CLIP [6] model’s per-
formance ranges from 97% to 59%, with a 38% discrepancy. This 
issue is not isolated to a single emotional dataset but is prevalent 
across all emotional datasets. For example, models trained on the 
ArtPhoto dataset [11] also encounter this problem, as illustrated in 
the bottom part of Fig.  2. Selecting different ArtPhoto [11] ‘unseen’ 
classes can lead to significant performance variations within a model. 
Specifically, the DeViSE model’s [29] performance ranges from 73% 
to 44% across different ‘unseen’ classes. Likewise, LVLMs trained with 
ArtPhoto [11] face the same issue. For instance, CoOP [7] achieves a 
high performance of 97% and a low performance of 74% when using 
different ‘unseen’ classes.

Consider an emotional dataset 𝑋, from which ZSL datasets 𝑍 are 
derived. In one configuration, 𝑍1, a pair of emotions is designated as 
‘unseen’, formulated as: 
𝑍1 = 𝑋(𝑍1)

𝑠 ∪𝑋(𝑍1)
𝑢 (3)

where 𝑋(𝑍1)
𝑠  encompasses the majority, save for the two ‘unseen’ classes 

𝑋(𝑍1)
𝑢 = 𝐶𝑁−1, 𝐶𝑁 . Another configuration, 𝑍2, assigns half of the 

emotion classes as ‘unseen’: 
𝑍2 = 𝑋(𝑍2)

𝑠 ∪𝑋(𝑍2)
𝑢 , (4)

with 𝑋(𝑍2) and 𝑋(𝑍2) partitioning the dataset equally.
𝑠 𝑢

4 
Though 𝑍1 and 𝑍2 are intended as controlled configurations, vari-
ations arise, denoted as 𝑍′

1 and 𝑍′
2, where similar ratios are preserved, 

albeit with a different assortment of unseen classes. This scenario re-
veals that model performance, denoted as 𝑀(𝑍), deviates from 𝑀(𝑍′), 
underscoring the influence of specific unseen class selections on model 
efficacy. This inconsistency highlights the limitations of current evalu-
ation metrics, which assess model performance under narrowly defined 
split settings. Thus, it fails to capture the model’s full capabilities.

Problem 2. The prevalent practice in ZSL research of showcasing model 
performance within narrowly defined split settings (𝑍) introduces a 
myopic understanding of a model’s true capabilities. This approach, 
while convenient, sidesteps the broader performance landscape that 
alternate split configurations (𝑍′) may unveil. The crux of the challenge 
lies in the existing evaluation metrics, which are calibrated to specific 
split settings. While effective within their scoped contexts, these metrics 
fall short of capturing the multifaceted performance of ZSL models 
across varied unseen class configurations. This myopia muddies the 
waters for comparative analysis and stifles a holistic understanding of 
a model’s versatility and robustness.

Moreover, the lack of standardized ‘unseen’ class configurations ex-
acerbates the reproducibility crisis, impeding the ability to benchmark 
new methods against existing ones reliably. The resulting variability 
in model performance, attributed to different split settings (𝑍′), casts 
doubt on the reported efficacy, underscoring a pressing need for a more 
detailed and comprehensive evaluation framework in ZSL research. 
This refined exposition endeavors to spotlight the critical aspects of 
evaluating ZSL models within the domain of emotion recognition, 
advocating for a paradigm shift towards more transparent, consistent, 
and comprehensive methodologies.

Existing studies tend to showcase model performance solely within 
specific split settings (𝑍), failing to comprehensively assess its capabili-
ties. Consequently, the evaluation metrics used in this domain may not 
adequately represent the overall model performance, as they overlook 
alternative split settings (𝑍′). This inconsistency poses a challenge for 
future researchers aiming to compare their results with existing works. 
The absence of standardized split settings further compounds this issue, 
hindering the reproducibility and reliability of findings in the field of 
ZSL.

These problems underscore the critical need for standardized
dataset splitting ratio configurations and comprehensive evaluation 
metrics to ensure the accurate assessment and comparison of ZSL 
models in emotion recognition.

3.3. Fair and effective evaluation

To mitigate the challenge of performance inconsistency in ZSL for 
emotion recognition, arising from non-standardized split settings, we 
introduced FEAr framework and FaH evaluation. This initiative aims to 
foster reproducibility by establishing standardized split settings across 
emotion datasets and introducing effective evaluation metrics for a 
comprehensive assessment of model capabilities.
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3.3.1. Addressing variability through balanced unseen class selection
The essence of our approach lies in crafting split settings that 

balance emotional polarity in unseen classes, thereby enabling a more 
holistic evaluation of ZSL models. This balance ensures that models 
are equally challenged across both positive and negative emotional 
spectrums, addressing the variability in performance that stems from 
arbitrary unseen class selections.

Solution 1: Balanced ‘Unseen’ Class Configuration. We first en-
sure that the emotion label space admits both positive and negative
valence categories. Let 𝐷 = {𝐸1, 𝐸2,… , 𝐸𝑁} denote the set of 𝑁 distinct 
emotion classes, and let 𝜙(⋅) be a valence assignment function such 
that 𝜙(𝐸𝑖) ∈ {𝑝, 𝑛}. Based on this assignment, the emotion classes are 
partitioned into valence-specific subsets: 

𝐷𝑝 = {𝐸𝑖 ∈ 𝐷 ∶ 𝜙(𝐸𝑖) = 𝑝}, 𝐷𝑛 = {𝐸𝑖 ∈ 𝐷 ∶ 𝜙(𝐸𝑖) = 𝑛}, (5)

with the requirement that both valence categories are present: 

|𝐷𝑝| > 0 ∧ |𝐷𝑛| > 0. (6)

Valence-balanced ‘unseen’ class selection. Under a given FEAr frame-
work, we select 𝑚 ‘unseen’ classes, i.e., |𝑋𝑢| = 𝑚, where 𝑚 is determined 
by the split configuration. To preserve the valence distribution of the 
complete emotion label space within the unseen set, we first compute 
the ideal (fractional) number of ‘unseen’ classes per valence category: 

̃ 𝜌 = 𝑚 ⋅
|𝐷𝜌|

|𝐷|

, 𝜌 ∈ {𝑝, 𝑛}, (7)

which enforces the principle that the proportion of positive or negative 
valence classes in the ‘unseen’ set should approximate that of the full 
label space.

Since ‘unseen’ classes must be selected as integers, the final allo-
cation (𝑚𝑝, 𝑚𝑛) is obtained by selecting integers that sum to 𝑚 and 
minimize the deviation from the ideal valence proportions: 

(𝑚𝑝, 𝑚𝑛) = arg min
𝑎+𝑏=𝑚

∑

𝜌∈{𝑝,𝑛}

|

|

|

𝑎𝜌 − 𝑚̃𝜌
|

|

|

. (8)

Instantiation under FEAr ’s ratio configuration. We next illustrate how 
Eq. (7)-Eq. (8) determine the ‘unseen’ set valence composition under 
the two FEAr evaluation ratio configurations.
Ratio configuration-I (minor split). ratio configuration-I selects 𝑚 = 2
‘unseen’ classes. The ideal (fractional) allocation is 

̃ 𝑝 = 2 ⋅
|𝐷𝑝|

|𝐷|

, 𝑚̃𝑛 = 2 ⋅
|𝐷𝑛|

|𝐷|

. (9)

The integer allocation (𝑚𝑝, 𝑚𝑛) is then obtained by Eq. (8) with the 
constraint 𝑚𝑝 + 𝑚𝑛 = 2. When both valence categories are present 
(Eq. (6)), the ratio configuration enforces inclusion of both valences 
whenever feasible, yielding the common outcome: 

(𝑚𝑝, 𝑚𝑛) = (1, 1), 𝑋(𝑍1)
𝑢 = {𝐶 (𝑝)

unseen1, 𝐶
(𝑛)
unseen2}. (10)

Ratio configuration-II (major split). ratio configuration-II selects 𝑚 =
⌊𝑁∕2⌋ ‘unseen’ classes. The ideal (fractional) allocation is 

̃ 𝑝 = ⌊𝑁∕2⌋ ⋅
|𝐷𝑝|

|𝐷|

, 𝑚̃𝑛 = ⌊𝑁∕2⌋ ⋅
|𝐷𝑛|

|𝐷|

. (11)

Applying Eq. (8) with 𝑚𝑝+𝑚𝑛 = ⌊𝑁∕2⌋ yields the integer-valued unseen 
allocation (𝑚𝑝, 𝑚𝑛). The resulting ‘unseen’ set is constructed by selecting 
𝑚𝑝 positive-valence classes and 𝑚𝑛 negative-valence classes: 

𝑋(𝑍2)
𝑢 = 𝑋(𝑝)

𝑢 ∪𝑋(𝑛)
𝑢 , |𝑋(𝑝)

𝑢 | = 𝑚𝑝, |𝑋(𝑛)
𝑢 | = 𝑚𝑛, (12)

which preserves the valence distribution of the full label space up to 
integer rounding.

Solution 2: FaH Computation. The FaH metric is calculated as the 
harmonic mean of the accuracy scores obtained across multiple split 
5 
settings, with a small constant, 𝜌 = 1 × 10−1, added to each accuracy 
score to prevent division by zero. It is defined as: 

𝐹𝑎𝐻 =

⎧

⎪

⎨

⎪

⎩

𝑆
∑𝑆

𝑖=1
1

𝐴𝑐𝑐𝑖 + 𝜌

, if at least one 𝐴𝑐𝑐𝑖 ≠ 0

0, if all 𝐴𝑐𝑐𝑖 = 0

(13)

where 𝑆 represents the total number of splits, 𝐴𝑐𝑐𝑖 denotes the accuracy 
score from the 𝑖th split, and 𝜌 is a small constant (𝜌 = 1 × 10−1) 
added to each accuracy score. The inclusion of the small constant 𝜌
prevents infinite values in the calculation when certain accuracies are 
zero. Additionally, if all accuracy scores are zero, the resulting FaH 
value will also be zero, providing a consistent representation of model 
performance under such conditions. This metric inversely weights the 
accuracy scores, penalizing lower scores more significantly than higher 
ones. Such an approach ensures that the model’s weaknesses are ef-
fectively highlighted and addressed, particularly in challenging split 
configurations.

Our proposition for standardized split settings and the FaH evalu-
ation metric offers a pioneering approach to assessing ZSL models in 
emotion recognition. By ensuring a balanced representation of emo-
tional polarity in unseen classes and introducing a harmonized eval-
uation metric, we aim to establish a new standard that addresses the 
challenges of performance inconsistency and the lack of comprehensive 
evaluation metrics. This framework promotes a more nuanced under-
standing of model performance across diverse emotional landscapes 
and sets a precedent for future research in the field.

4. Fair evaluation for affective recognition

To operationalize the proposed FEAr framework and enable fair, 
reproducible evaluation, we instantiate it on three widely used emotion 
recognition benchmarks: FI [9], Emotion6 [10], and ArtPhoto [11]. 
Rather than introducing a new dataset, FEAr defines a standardized 
ratio configuration for generating valence-balanced seen–unseen splits 
on existing emotion datasets. This ensures that performance compar-
isons across zero-shot learning models are not confounded by arbitrary 
or undisclosed split configurations.

Specifically, for each dataset, we first assign emotion classes to posi-
tive or negative valence categories, following established affective psy-
chology conventions. We then apply the two FEAr ratio configurations, 
which are ratio configuration-I (Minor Split) and ratio configuration-
II (Major Split), to generate multiple valence-balanced ’seen-unseen’ 
partitions. These standardized splits serve as the foundation for all 
subsequent evaluations and PaSt reporting.

FI [9]: FI is a large-scale affective image dataset collected from 
Flickr and Instagram. It contains images annotated via Amazon Me-
chanical Turk according to Mikels’ eight emotion categories [25]. While 
the original dataset reports 23,308 images, the version obtained from 
the official repository contains 22,700 images, which we use consis-
tently across all experiments.

ArtPhoto [11]: ArtPhoto is a small-scale dataset collected from an 
art-sharing platform, comprising 806 images labeled by their uploaders 
using Mikels’ eight emotion categories [25]. Due to its limited size 
and strong stylistic bias, ArtPhoto presents a particularly challenging 
testbed for zero-shot emotion recognition under varying unseen-class 
configurations.

Emotion6 [10]: Emotion6 consists of 1980 images collected from 
Flickr and annotated with Ekman’s six basic emotions [26]. Unlike 
FI and ArtPhoto, which follow Mikels’ taxonomy, Emotion6 provides 
a complementary evaluation setting with a smaller, coarser-grained 
emotion label space.
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Table 1
Complete Split Settings of emotion dataset under FEAr framework . Abbreviations: AW: Awe, CT: Contentment, AM: Amusement, SD: Sad, DG: Disgust, AG: 
Anger, EX: Excitement, FR: Fear, JY: Joy, SP: Surprise.
 FI & ArtPhoto Emotion 6
 6:2 Split 4:4 Split 4:2 Split 3:3 Split
 ID Seen Unseen Seen Unseen Seen Unseen Seen Unseen  
 1 AW,CT,AM,SD,DG,AG EX,FR CT,AM,DG,AG EX,AW,FR,SD SP,DG,FR,SD JY,AG FR,SD,SP JY,AG,DG 
 2 AW,CT,AM,FR,DG,AG EX,SD CT,AM,SD,AG EX,AW,FR,DG AG,SP,FR,SD JY,DG DG,SD,SP JY,AG,FR  
 3 AW,CT,AM,FR,SD,AG EX,DG CT,AM,SD,DG EX,AW,FR,AG AG,DG,SP,SD JY,FR DG,FR,SP JY,AG,SD  
 4 AW,CT,AM,FR,SD,DG EX,AG CT,AM,FR,AG EX,AW,SD,DG AG,DG,FR,SP JY,SD AG,SD,SP JY,DG,FR  
 5 EX,CT,AM,SD,DG,AG AW,FR CT,AM,FR,DG EX,AW,SD,AG JY,DG,FR,SD SP,AG AG,FR,SP JY,DG,SD 
 6 EX,CT,AM,FR,DG,AG AW,SD CT,AM,FR,SD EX,AW,DG,AG AG,JY,FR,SD SP,DG AG,DG,SP JY,FR,SD  
 7 EX,CT,AM,FR,SD,AG AW,DG AW,AM,DG,AG EX,CT,FR,SD AG,DG,JY,SD SP,FR FR,SD,JY SP,AG,DG 
 8 EX,CT,AM,FR,SD,DG AW,AG AW,AM,SD,AG EX,CT,FR,DG AG,DG,FR,JY SP,SD DG,SD,JY SP,AG,FR  
 9 EX,AW,AM,SD,DG,AG CT,FR AW,AM,SD,DG EX,CT,FR,AG – – DG,FR,JY SP,AG,SD  
 10 EX,AW,AM,FR,DG,AG CT,SD AW,AM,FR,AG EX,CT,SD,DG – – AG,SD,JY SP,DG,FR  
 11 EX,AW,AM,FR,SD,AG CT,DG AW,AM,FR,DG EX,CT,SD,AG – – AG,FR,JY SP,DG,SD  
 12 EX,AW,AM,FR,SD,DG CT,AG AW,AM,FR,SD EX,CT,DG,AG – – AG,DG,JY SP,FR,SD  
 13 EX,AW,CT,SD,DG,AG AM,FR AW,CT,DG,AG EX,AM,FR,SD – – DG,FR,SD JY,SP,AG  
 14 EX,AW,CT,FR,DG,AG AM,SD AW,CT,SD,AG EX,AM,FR,DG – – AG,FR,SD JY,SP,DG  
 15 EX,AW,CT,FR,SD,AG AM,DG AW,CT,SD,DG EX,AM,FR,AG – – AG,DG,SD JY,SP,FR  
 16 EX,AW,CT,FR,SD,DG AM,AG AW,CT,FR,AG EX,AM,SD,DG – – AG,DG,FR JY,SP,SD  
 17 – – AW,CT,FR,DG EX,AM,SD,AG – – – –  
 18 – – AW,CT,FR,SD EX,AM,DG,AG – – – –  
 19 – – EX,AM,DG,AG AW,CT,FR,SD – – – –  
 20 – – EX,AM,SD,AG AW,CT,FR,DG – – – –  
 21 – – EX,AM,SD,DG AW,CT,FR,AG – – – –  
 22 – – EX,AM,FR,AG AW,CT,SD,DG – – – –  
 23 – – EX,AM,FR,DG AW,CT,SD,AG – – – –  
 24 – – EX,AM,FR,SD AW,CT,DG,AG – – – –  
 25 – – EX,CT,DG,AG AW,AM,FR,SD – – – –  
 26 – – EX,CT,SD,AG AW,AM,FR,DG – – – –  
 27 – – EX,CT,SD,DG AW,AM,FR,AG – – – –  
 28 – – EX,CT,FR,AG AW,AM,SD,DG – – – –  
 29 – – EX,CT,FR,DG AW,AM,SD,AG – – – –  
 30 – – EX,CT,FR,SD AW,AM,DG,AG – – – –  
 31 – – EX,AW,DG,AG CT,AM,FR,SD – – – –  
 32 – – EX,AW,SD,AG CT,AM,FR,DG – – – –  
 33 – – EX,AW,SD,DG CT,AM,FR,AG – – – –  
 34 – – EX,AW,FR,AG CT,AM,SD,DG – – – –  
 35 – – EX,AW,FR,DG CT,AM,SD,AG – – – –  
 36 – – EX,AW,FR,SD CT,AM,DG,AG – – – –  
4.1. Standardized split settings

To eliminate ambiguity in ‘seen-unseen’ class selection, we instan-
tiate the proposed FEAr framework on three widely used emotion 
recognition benchmarks: FI [9], Emotion6 [10], and ArtPhoto [11]. 
Rather than introducing a new dataset, FEAr provides a standardized 
procedure for generating valence-balanced split settings, thereby ad-
dressing the issue of inconsistent and often unspecified configurations 
that lead to deceptive performance reporting in zero-shot emotion 
recognition.

Table  1 summarizes all split configurations under two ratio settings 
corresponding to the two FEAr ratio configurations. Following Eq. (9), 
the first configuration (ratio configuration-I) designates two emotion 
classes as unseen, with the constraint that both positive and negative 
valence categories are represented. For FI and ArtPhoto, which each 
contain eight emotion classes evenly distributed across valence, this 
results in 4 × 4 = 16 valid unseen-class combinations per dataset. 
In contrast, Emotion6 contains only two positive and four negative 
emotion classes, yielding 2 × 4 = 8 valid valence-balanced splits. 
Across all three datasets, ratio configuration-I produces a total of 40 
standardized split settings.

The second configuration (ratio configuration-II), assigns approxi-
mately half of the emotion classes as unseen while preserving valence 
balance. For FI and ArtPhoto, this corresponds to selecting four un-
seen classes composed of two positive and two negative emotions. 
Enumerating all such combinations yields 36 split settings for each 
dataset.

Emotion6 constitutes a boundary case due to its asymmetric valence 
distribution. With six total emotion classes, ratio configuration-II yields 
6 
𝑚 = ⌊𝑁∕2⌋ = 3 unseen classes. Applying Eqs.  (7) and (8) naturally 
results in two complementary unseen-class compositions: either two 
positive and one negative emotion, or two negative and one positive 
emotion. These outcomes follow directly from the FEAr formulation 
and do not require any modification to the splitting rules. Enumerating 
all valid combinations under both cases yields 16 split settings for 
Emotion6.

Overall, ratio configuration-II produces 88 split settings across the 
three datasets. Combined with ratio configuration-I, the FEAr frame-
work generates a total of 128 standardized seen–unseen split configu-
rations. These carefully controlled settings form the basis for FaH eval-
uation and enable fair, reproducible, and comprehensive benchmarking 
of zero-shot emotion recognition models.

Note. FEAr standardizes seen–unseen split choices without enforc-
ing exhaustive usage; any single split from this table may be used for 
evaluation if explicitly specified.

4.2. FEAr-accuracy harmonization

In our exploration of ZSL models for emotion recognition, we found 
that their performance is sensitive to split settings. Traditional evalu-
ations, which often focus on results from models trained on specific 
datasets with particular split configurations, fail to offer a compre-
hensive view of a model’s general performance. This limitation has 
led to selectively superior results, potentially overshadowing a model’s 
weaknesses or inconsistencies across scenarios.

To counteract this issue and promote a more transparent, fair eval-
uation of ZSL models in emotion recognition, we introduce the FaH 
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Table 2
Empirical comparison of aggregation strategies on a representative subset (FI Dataset, Ratio Configuration - I, SAE*).
 Per-split score (%) Aggregation (%)
 Model 1 2 3 4 5 6 7 8 Mean H-Mean Median TrimMean Min  
 SAE* (FIRST RATIO) 23.39 86.60 84.88 79.99 73.91 71.01 69.65 65.28 69.34 58.88 72.46 74.12 23.39 
H-Mean: harmonic mean. TrimMean: trimmed mean removing the best and worst split.
evaluation metric. This metric, developed with our FEAr framework, 
provides a holistic measure of a model’s performance across multiple 
split configurations. The FaH metric calculates the harmonic mean of 
the accuracy scores obtained for each split setting within the dataset. 
For instance, in the case of the FI dataset, which includes 16 sets for the 
ratio configuration-I and 36 sets for the ratio configuration-II, the FaH 
metric would be applied separately to these two groups, with 𝑆 = 16
and 𝑆 = 36 respectively, according to Eq. (13).

To motivate our aggregation choice, we analyze a representative 
subset of results on the FI dataset under Ratio Configuration-I using 
SAE*. We compare several common aggregation strategies, including 
the arithmetic mean, harmonic mean, median, trimmed mean, and 
minimum. As shown in Table  2, while most splits achieve consistently 
high performance, one split shows a pronounced degradation. The 
arithmetic mean remains relatively high, as it is dominated by strong 
splits and therefore under-represents worst case behavior. Robust statis-
tics such as the median and trimmed mean further attenuate the impact 
of difficult splits, effectively masking failure modes. In contrast, the 
minimum score reflects the worst case but is overly conservative, as it 
ignores performance on the remaining splits. The harmonic mean occu-
pies an intermediate regime. It substantially penalizes low-performing 
splits while still accounting for overall performance across splits, mak-
ing it more sensitive to instability than the arithmetic mean without 
collapsing to the pessimism of the minimum.

In contrast, the harmonic mean incorporates all split results while 
assigning greater influence to low-performing splits, leading to a princi-
pled reduction in aggregated performance when failures occur. This be-
havior aligns with the FaH objective: overall performance should reflect 
robustness to adverse split conditions rather than peak performance 
alone.

5. Baselines & analysis

We introduced a baseline method, namely the CLIP-Affective At-
tribute Generator (CLIP-AAG), aimed at pushing the boundaries of cur-
rent approaches by leveraging the strengths of Large Visual-Language 
Models (LVLMs) like CLIP [6] in recognizing unseen emotion classes. 
This section details the innovative CLIP-AAG method, which aims to 
enhance CLIP text features with effective features.

5.1. CLIP-AAG: Enhancing semantic attributes through a generative ap-
proach

Semantic attributes play a crucial role in ZSL, guiding the model 
to connect semantic cues with visual features for class recognition. 
Since manually annotating all attributes across domains is impractical, 
Word2Vec embeddings are often used as semantic attributes in early-
stage image emotion ZSL. As explained in [30], Word2Vec learns 
embeddings from word co-occurrence, focusing on abstract emotional 
concepts such as ‘‘grief’’ and ‘‘melancholy’’.

While some general actions or events (e.g., crying, rain) may appear 
in these embeddings, they primarily reflect abstract descriptions rather 
than fine-grained visual details. Emotions like ‘‘sadness’’ are visually 
represented through specific objects and actions (e.g., slumped posture, 
tears) and are often not captured by word embeddings, highlighting 
the challenge of aligning semantic attributes with visual features in 
ZSL. Therefore, researchers have shifted to using models like CLIP, 
which better align text and image embeddings by learning from both 
modalities, addressing this gap in ZSL tasks.
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The CLIP model [6] bridges the visual and textual domains by 
effectively linking visual content to textual descriptions, providing a 
comprehensive understanding of how text interprets images. Recent 
studies demonstrate that high-quality captions significantly enhance 
the performance of CLIP models [31], underscoring the importance 
of caption quality. Current research often utilizes a single sentence 
to represent emotion semantic attributes in the context of zero-shot 
image emotion recognition. However, this approach is insufficient, as 
emotions exhibit high intra-class variance. For instance, ‘‘sadness’’ can 
be visually represented in diverse ways, such as crying, a funeral, or a 
teardrop.

Building on the findings of [31], improving the captions for each 
emotion by incorporating specific elements, such as events and objects 
associated with those emotions, could lead to more accurate prompt 
representations, thereby enhancing the performance of CLIP [6]. Unfor-
tunately, validating these emotional attributes requires domain
expertise—an unexplored process.

To overcome this limitation, we propose generating affectively rich 
semantic attributes using CLIP’s text encoder as the backbone, and ex-
tensively integrating them with the visual representations of emotions 
processed by CLIP’s visual encoder. Our approach utilizes a generative 
method to produce these attributes, ensuring that no visual information 
is required to generate unseen attributes for inferences. By incorpo-
rating these affectively rich semantic attributes, we aim to strengthen 
the link between emotion attributes and their visual representations, 
thereby improving the effectiveness of CLIP in zero-shot image emotion 
recognition.

5.1.1. Integrating affective attribute generator with CLIP
Our proposed CLIP-AAG innovatively leverages a Wasserstein Gen-

erative Adversarial Network (WGAN) [32] as the generator to create 
semantic attributes enriched with affective features. By employing this 
generator, we can produce unseen attributes that are rich in affective 
content. As illustrated in Fig.  3, our training process comprises two 
stages.

In Stage 1, the pretrained CLIP model [6] is fine-tuned using our 
seen datasets through contrastive learning, following CLIP’s original 
methodology. Let 𝑉𝑒 and 𝑇𝑒 denote the CLIP visual and text encoders, 
respectively. For an image–text pair (𝐼𝑖, 𝐴𝑖), features are encoded as 
𝛿𝑖 = 𝑉𝑒(𝐼𝑖) and 𝜖𝑖 = 𝑇𝑒(𝐴𝑖). For a batch of 𝑁 pairs, the similarity scores 
are scaled by a temperature parameter 𝜏. The image-to-text loss for the 
𝑖th sample is calculated by contrasting the positive pair against 𝑁 − 1
negative samples via the cross-entropy function, resulting in: 

L(𝑖)
𝑖𝑚𝑔2𝑡𝑥𝑡 = − log

exp(𝛿𝑖 ⋅ 𝜖𝑖∕𝜏)
∑𝑁

𝑗=1 exp(𝛿𝑖 ⋅ 𝜖𝑗∕𝜏)
(14)

where the text-to-image loss, L(𝑖)
𝑡𝑥𝑡2𝑖𝑚𝑔 , is computed symmetrically by 

swapping the visual and text features in the denominator. Finally, the 
CLIP loss, 𝐿𝐶𝐿𝐼𝑃  is calculated by taking the mean of both losses across 
the batch, as represented by: 

LCLIP = 1
2𝑁

𝑁
∑

𝑖=1

(

L(𝑖)
𝑖𝑚𝑔2𝑡𝑥𝑡 + L(𝑖)

𝑡𝑥𝑡2𝑖𝑚𝑔

)

(15)

This combined loss function optimizes the mutual alignment of image 
and text representations within a shared latent space.

In Stage 2, we train an Affective Attribute Generator (AAG) module 
to produce semantic attributes enriched with affective content. Our 
approach treats visual features as affective information and trains the 
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Fig. 3. The training and inference pipelines of proposed CLIP-AAG.
WGAN [32] to generate new attributes that encapsulate them. The 
goal is to create semantic attributes closely aligned with various visual 
emotional features. However, the high intra-class variance in the visual 
representation of emotions, where events, objects, and actions can each 
convey the same emotion presents a significant challenge. This variabil-
ity complicates the generative model’s task of comprehensively creating 
semantic attributes that represent the full spectrum of emotional visual 
features.

To address this challenge, we draw inspiration from [33] and use 
the mean of visual representations. The mean of visual representations 
serves as a central point, capturing the general trend in the visual rep-
resentation of emotions. This approach aims to create a more stable and 
representative set of semantic attributes that can effectively encapsulate 
the affective content inherent in the visual features. Additionally, we 
designed our generator as a UNET [34], as shown in Fig.  4, to preserve 
the original text attribute information in the newly generated semantic 
attributes. Fig.  4 also presents the generator’s details on the right side.

Let us assume generator and critic in AAG are represented by 𝐺 and 
𝐷, respectively. In this stage, we freeze CLIP and use it to obtain both 
𝛿𝑖 and 𝜖𝑖. Then, we feed our 𝐺 with 𝜖𝑖, which represented by 𝛼𝑖 = 𝐺(𝜖𝑖), 
where 𝛼𝑖 represent output of 𝐺 and the loss of generator is represented 
by:
8 
𝐿𝐺 = −𝐷(𝛼𝑖) (16)

where 𝐿𝐺 represent generator loss. Once the 𝐺 is trained, we will begin 
to train the 𝐷, represented by: 
𝐿𝐷 = −𝐷(𝛿𝑖) +𝐷(𝛼𝑖) (17)

where 𝐿𝐷 represent critic loss. The total loss for AAG, 𝐿𝐴𝐴𝐺 can be 
represented as: 
𝐿𝐴𝐴𝐺 = {𝐿𝐺 , 𝐿𝐷} (18)

where each loss optimized independently. Finally, the CLIP-AAG loss, 
𝐿𝐶𝐿𝐼𝑃−𝐴𝐴𝐺 can be represented as: 
𝐿𝐶𝐿𝐼𝑃−𝐴𝐴𝐺 = 𝐿𝐶𝐿𝐼𝑃 + 𝐿𝐴𝐴𝐺 (19)

Implementation details of AAG training. The AAG is implemented as a 
WGAN with weight clipping. Both the generator and critic operate in 
the 512-dimensional CLIP embedding space. The generator follows an 
encoder–decoder MLP architecture with skip connections (UNet-style), 
consisting of linear layers 512 → 256 → 128 → 256 → 512 with 
LeakyReLU activations. Residual connections are applied at both the 
intermediate and output levels to preserve the original text-attribute 
signal. The critic is a lightweight two-layer MLP 512 → 256 → 1
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Fig. 4. The architecture of the Affective Attribute Generator.
Table 3
Baseline performance on FEAr FI dataset. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively. Bottom row indicates H-Mean/Std 
Dev.
 Baselines performance on FEAr FI dataset
 Sets Ratio configuration - I Ratio configuration - II
 SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG 
 1 73.91 66.88 69.14 93.90 58.75 73.15 60.92 29.16 32.45 42.82 79.40 58.91 55.09 61.06  
 2 50.11 52.84 59.20 97.30 95.30 83.85 95.57 19.02 39.28 34.05 79.70 59.07 56.77 61.12  
 3 36.37 48.53 52.52 94.60 91.81 85.96 91.78 35.13 30.82 36.26 76.20 60.68 57.38 65.83  
 4 69.65 73.54 69.86 91.90 91.14 82.70 91.41 15.67 31.31 31.02 82.30 78.31 58.48 77.67  
 5 79.99 70.98 64.71 93.50 81.40 68.37 81.47 31.76 42.67 30.99 70.50 79.78 59.10 79.72  
 6 52.04 73.03 61.09 95.20 91.77 79.42 93.03 18.50 29.52 23.50 77.40 78.13 61.76 78.17  
 7 34.60 84.63 73.46 92.60 94.05 83.58 94.75 23.69 28.39 29.38 75.10 64.51 59.60 68.62  
 8 71.01 72.36 65.07 95.20 91.82 78.47 91.14 21.79 21.01 32.96 79.00 64.37 62.18 64.05  
 9 61.56 34.39 56.79 93.30 85.23 78.87 89.89 27.39 25.53 37.24 79.20 70.51 64.34 74.11  
 10 65.28 55.58 46.86 91.70 87.31 75.71 87.57 17.22 19.58 21.17 82.20 76.21 60.99 76.92  
 11 23.39 33.43 54.12 94.20 89.52 83.70 90.16 24.68 35.97 29.02 81.20 79.20 60.05 79.34  
 12 44.64 75.03 54.86 96.30 91.85 82.52 91.56 18.75 24.51 31.30 72.10 78.26 66.50 78.24  
 13 86.60 44.41 56.43 97.40 91.65 68.08 91.52 24.58 20.35 26.07 76.10 63.12 50.86 64.39  
 14 63.33 64.60 44.65 97.70 96.47 85.81 97.66 15.70 15.79 26.75 70.50 58.62 50.94 58.90  
 15 24.95 69.92 60.04 97.30 93.90 90.97 94.80 29.03 30.98 32.76 69.80 62.60 51.58 62.51  
 16 84.88 82.70 75.55 97.60 96.85 88.80 96.90 13.33 16.89 22.81 66.10 69.97 56.68 69.77  
 17

Not Available

24.62 27.26 26.54 74.40 74.69 55.06 75.13  
 18 15.33 24.20 30.69 67.40 68.96 56.60 69.33  
 19 40.02 27.80 35.94 62.80 58.87 52.00 62.98  
 20 16.30 29.72 39.48 67.00 60.39 55.48 59.54  
 21 28.76 24.20 29.17 77.20 66.40 56.52 66.34  
 22 13.60 29.67 30.83 71.30 66.22 54.26 65.98  
 23 24.58 30.39 27.93 64.30 65.00 53.74 64.56  
 24 16.65 19.33 29.25 72.20 67.93 57.18 66.37  
 25 41.84 33.11 34.38 86.50 58.07 55.03 59.61  
 26 15.38 20.77 31.14 80.60 51.12 57.13 51.28  
 27 47.44 19.92 24.87 84.10 57.57 57.30 58.19  
 28 13.14 20.96 36.24 86.60 82.85 65.23 82.81  
 29 11.25 26.87 29.05 78.60 85.07 63.24 85.03  
 30 15.12 20.44 28.48 78.50 81.34 67.87 82.22  
 31 36.74 32.39 23.75 73.70 77.03 59.25 77.17  
 32 12.66 32.82 42.15 79.00 76.14 61.16 76.20  
 33 36.13 42.05 37.58 85.40 81.54 62.27 79.77  
 34 11.08 36.32 33.08 84.00 78.65 65.23 79.27  
 35 11.73 47.49 31.16 86.00 82.10 64.80 82.46  
 36 12.43 48.30 39.96 84.20 82.01 71.27 81.74  
 FaH 49.21 58.04 59.10 95.04𝟏 88.22𝟑 80.18 89.06𝟐 19.19 26.82 30.59 76.22𝟏 68.96𝟑 58.67 69.69𝟐  
with ReLU activation. We optimize both networks using RMSProp with 
a learning rate of 1 × 10−5 and train for 500 epochs. The critic and 
generator are updated with a 1:1 update ratio (𝑛critic = 1), and critic 
weights are clipped to [−0.01, 0.01] after each update, following the 
original WGAN formulation. During training, we monitor zero-shot 
accuracy on the unseen split using generated attributes and select the 
final model based on the best unseen ZSL performance.

5.1.2. Inference with CLIP-AAG
At inference, the CLIP-AGG model utilizes affectively rich semantic 

attributes to predict emotions for unseen images. The process begins 
with the CLIP model [6] extracting features from both the candidate 
image and the textual attributes. These textual features are then input 
into the AAG module to obtain the affectively rich semantic attributes. 
Subsequently, the model calculates the dot product between the image 
9 
embedding and each candidate’s affective semantic attribute. The at-
tribute with the highest dot product determines the predicted emotion, 
demonstrating the model’s enhanced zero-shot emotion recognition 
capability.

5.2. Baselines comparison

In our experiment, we evaluate six methods on the 3 emotion 
datasets with FEAr framework: traditional ZSL models SAE [28] and 
DeViSE [29], and LVLM-based models CLIP [6], CoOP [7], EMO-
L2P [5] and proposed CLIP-AAG. Using FaH metrics, we aim to ac-
curately assess their performance and establish baselines for future 
research. Additionally, we aim to highlight the performance inconsis-
tencies in traditional ZSL and LVLM methods.Table  3, 4, 5 represent 
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Table 4
Performance of baselines for FEAr Emotion6 dataset. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively. Bottom row indicates 
FaH.
 Baselines performance on FEAr EMOTION6 dataset
 Sets Ratio configuration - I Ratio configuration - II
 SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG 
 1 53.33 49.85 57.88 87.60 87.42 81.06 87.42 33.13 30.51 48.69 82.40 83.43 73.64 82.83  
 2 47.73 60.30 56.06 93.60 95.00 83.94 94.70 27.78 32.83 29.60 59.40 68.59 65.25 71.01  
 3 54.39 52.27 63.03 94.50 90.00 84.09 90.61 27.27 29.49 32.83 62.90 80.20 70.10 80.00  
 4 51.52 50.15 42.88 89.80 91.97 81.82 92.12 32.83 36.06 42.83 79.10 81.41 74.14 82.93  
 5 52.58 50.76 55.00 81.40 83.94 70.91 85.00 36.97 34.55 28.99 77.80 86.97 76.87 84.75  
 6 48.79 52.88 51.06 83.90 92.88 84.09 93.79 31.52 28.89 36.97 79.40 77.47 66.77 77.78  
 7 53.18 44.85 48.64 85.20 68.33 64.09 68.33 28.38 31.82 45.35 79.00 80.30 66.67 81.31  
 8 47.12 44.70 51.36 77.70 82.27 77.58 88.18 34.34 35.66 29.39 56.00 57.88 54.24 61.92  
 9
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34.55 32.63 38.18 62.20 73.94 65.05 76.67  
 10 30.81 30.00 35.66 73.50 70.00 62.53 68.79  
 11 27.27 32.02 27.88 77.20 77.47 71.11 84.95  
 12 38.59 29.39 36.36 63.70 63.54 59.39 66.46  
 13 25.56 24.24 34.85 40.10 66.06 55.86 68.18  
 14 31.62 36.36 29.49 63.50 71.01 62.53 70.30  
 15 37.88 38.28 29.80 64.90 56.87 58.69 59.60  
 16 31.31 31.52 29.60 66.50 61.01 59.60 56.77  
 FaH 51.04 50.42 52.70 86.47𝟐 85.74𝟑 77.88 86.78𝟏 31.50 31.86 33.91 65.96𝟑 71.18𝟐 64.60 72.34𝟏  
Table 5
Baseline performance on FEAr ArtPhoto dataset. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively. Bottom row indicates FaH.
 Baselines performance on FEAr ArtPhoto dataset
 Sets Ratio configuration - I Ratio configuration - II
 SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG 
 1 41.82 49.55 76.79 89.10 86.36 72.73 92.27 23.36 24.39 31.79 55.50 59.84 45.49 60.25  
 2 47.23 52.03 49.59 87.50 89.30 73.06 90.77 25.00 26.02 32.67 59.90 61.99 51.53 63.27  
 3 57.14 45.71 52.86 78.90 86.86 78.29 88.00 23.81 20.80 30.95 65.20 57.39 44.36 59.40  
 4 42.31 51.65 67.27 76.40 84.62 69.23 86.81 23.93 31.83 34.24 60.90 65.01 48.98 67.72  
 5 47.47 54.38 53.03 84.30 80.65 70.05 83.41 29.11 25.56 31.25 58.00 62.89 50.22 64.67  
 6 49.25 61.57 57.54 74.30 73.13 73.51 73.51 27.12 24.29 32.90 54.20 61.30 44.35 61.30  
 7 43.60 47.67 64.01 89.50 88.37 79.07 89.53 23.03 32.89 27.73 61.80 61.62 47.37 63.38  
 8 40.78 42.46 62.68 78.80 79.33 67.04 81.01 24.72 21.39 34.61 56.10 63.61 48.33 66.11  
 9 43.78 41.08 50.96 87.00 84.86 78.38 88.11 32.70 20.44 31.51 65.70 61.04 47.14 63.76  
 10 46.19 37.71 60.38 76.30 73.73 69.49 80.08 24.33 26.76 28.22 66.70 65.94 46.47 68.86  
 11 45.00 44.29 62.14 91.40 92.14 87.14 95.00 24.16 29.19 27.93 53.60 64.35 49.28 67.22  
 12 40.14 52.38 67.66 85.00 87.07 75.51 86.39 25.78 25.16 33.76 58.40 63.04 47.83 59.32  
 13 39.81 40.74 56.67 85.20 85.19 76.85 86.11 31.83 24.23 23.17 63.90 61.40 48.46 64.27  
 14 53.93 63.67 47.19 86.50 89.89 70.04 90.26 22.76 30.18 31.16 55.20 57.29 46.55 58.57  
 15 46.78 46.20 62.11 96.50 80.70 78.36 74.27 27.14 26.13 34.23 48.70 54.77 44.72 57.54  
 16 42.13 43.82 69.38 80.30 84.27 79.21 85.39 23.98 27.83 27.89 60.90 66.74 51.58 67.19  
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24.72 19.38 28.03 61.90 65.03 50.33 65.70  
 18 18.98 21.25 32.13 46.50 55.81 47.31 55.24  
 19 25.17 25.17 30.24 48.60 52.98 43.71 53.64  
 20 21.01 21.57 29.07 58.80 56.58 44.82 56.30  
 21 26.10 25.00 26.76 51.60 56.04 47.80 57.97  
 22 18.63 20.10 28.88 58.80 59.07 50.00 61.03  
 23 32.29 38.55 31.63 53.00 56.63 43.86 53.98  
 24 27.59 19.44 31.44 46.40 56.43 43.57 55.17  
 25 26.45 18.39 28.54 61.80 60.54 50.00 63.43  
 26 27.32 30.41 30.34 52.10 62.89 52.32 65.98  
 27 26.08 18.99 36.05 50.40 61.77 51.90 62.28  
 28 26.42 31.44 31.40 58.80 66.29 53.08 66.97  
 29 26.68 24.22 31.84 66.80 67.04 46.86 65.02  
 30 23.14 25.14 34.19 57.40 63.43 50.00 65.71  
 31 30.09 29.20 24.20 60.40 62.83 50.88 63.50  
 32 29.49 26.40 34.08 59.80 65.17 55.62 66.29  
 33 27.27 32.23 35.51 57.90 64.74 52.34 65.29  
 34 23.34 22.11 28.37 66.30 66.09 54.55 66.58  
 35 25.85 28.74 34.12 56.30 65.46 47.83 65.94  
 36 18.87 19.18 37.58 51.90 64.15 50.94 63.52  
 FaH 45.11 47.57 59.10 83.86𝟑 83.91𝟐 74.64 85.37𝟏 25.16 24.67 30.82 57.04𝟑 61.45𝟐 48.52 62.37𝟏  
baselines of models across the FEAR FI [9], ArtPhoto [11] and Emo-
tion6 [10] respectively. Note that the SAE model [28] has two modes: 
SAE* projects features to the semantic space, while SAE projects from 
semantic to feature space.
10 
As presented in Tables  4 and 5, our proposed method consistently 
outperforms LVLMs across both settings. This finding supports the hy-
pothesis that incorporating affect-rich semantic attributes significantly 
improves the performance of the CLIP model [6]. Consequently, our 
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Fig. 5. Performance of various models in the conventional ZSL setting with the proposed FEAr split setting.
hypothesis is validated. That is, integrating emotional visual represen-
tations with semantic attributes strengthens the association between 
emotional semantics and their corresponding visual representations.

However, as shown in Table  3, CoOP [7] demonstrates the best per-
formance, followed by our model when FEAr FI dataset is employed. 
The reason is that CoOP [7] employs a learnable vector in the text en-
coder, which effectively captures emotional features but requires large 
datasets to identify general emotional patterns. Our model, which relies 
on the mean of visual representations as a proxy for general emotional 
trends, performs well on smaller datasets but struggles with larger 
ones. Despite this, our model still surpasses CLIP [6], indicating that 
11 
integrating visual representations with semantic attributes enhances 
performance. Nevertheless, this also reveals a limitation. Relying on 
the mean of visual representations may not adequately capture general 
emotional trends in larger datasets.

Our experiments validate that semantic attributes are crucial in 
zero-shot image emotion recognition. By adequately constructing af-
fective semantic attributes that accurately represent emotions, the per-
formance of zero-shot emotion recognition can be significantly en-
hanced. However, current methods primarily relying on generative 
approaches to create unseen emotion attributes may have limitations. 
In the long run, collaboration between psychologists and machine
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Table 6
Performance of baselines for FEAr FI dataset in GZSL Settings. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively. Bottom row 
indicates FaH.
 Baseline performance on FEAr FI dataset in GZSL
 Sets Ratio configuration - I Ratio configuration - II
 SAE* SAE DeViSE CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CLIP EMO-L2P CLIP-AAG 
 1 0.00 56.97 0.00 15.76 39.03 12.24 0.00 27.33 5.02 15.84 34.10 12.28  
 2 0.00 44.35 7.20 16.75 34.42 11.75 0.00 36.63 2.72 15.01 37.05 10.92  
 3 0.00 38.31 0.93 10.58 37.99 9.48 0.00 27.49 0.00 10.65 37.69 10.65  
 4 0.00 52.94 0.00 12.60 40.93 12.04 0.00 29.76 10.94 10.00 34.26 9.17  
 5 0.00 29.88 0.00 22.87 34.30 21.10 0.00 29.28 10.73 14.39 35.08 13.92  
 6 0.00 17.09 5.71 22.79 31.60 19.74 0.00 24.58 2.09 12.09 38.53 8.37  
 7 0.00 68.04 4.63 17.38 34.90 22.52 0.00 27.16 8.76 29.74 41.15 24.12  
 8 0.00 35.75 0.00 21.84 36.47 22.49 0.00 21.84 7.63 27.18 44.87 27.67  
 9 0.00 27.14 0.00 37.12 49.09 19.17 0.00 24.06 0.00 28.50 45.65 23.78  
 10 0.00 36.61 6.04 32.05 41.58 32.55 0.00 20.91 8.81 22.94 40.96 22.19  
 11 0.00 38.00 1.77 30.30 45.87 28.52 0.00 35.61 7.27 33.13 41.22 32.60  
 12 0.00 46.48 0.00 37.10 49.28 36.09 0.00 25.46 2.31 25.55 44.54 24.97  
 13 0.00 31.78 0.00 64.87 44.00 59.94 0.00 19.05 7.93 42.18 40.39 43.70  
 14 0.00 39.46 7.59 42.99 38.93 22.00 0.00 17.45 10.36 38.69 42.47 31.98  
 15 0.00 66.57 3.86 24.47 41.96 5.90 0.00 25.86 0.00 42.29 44.27 43.67  
 16 0.00 49.73 0.00 51.34 46.30 50.02 0.00 19.92 9.93 30.65 38.82 31.21  
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0.00 26.75 9.66 39.82 40.35 37.59  
 18 0.00 24.17 3.28 34.22 42.40 32.13  
 19 0.00 23.92 8.30 33.96 38.17 40.16  
 20 0.00 28.95 6.05 36.27 43.18 34.29  
 21 0.00 20.05 0.00 41.29 44.25 40.07  
 22 0.00 35.73 7.52 30.05 38.69 25.25  
 23 0.00 28.96 8.59 37.39 39.47 35.85  
 24 0.00 18.11 1.42 36.70 43.97 35.18  
 25 0.00 26.18 9.37 21.29 36.96 18.87  
 26 0.00 22.98 0.77 14.64 40.17 14.55  
 27 0.00 25.17 0.00 19.83 41.21 14.08  
 28 0.00 25.67 11.55 14.51 37.17 10.80  
 29 0.00 26.78 9.12 23.32 38.35 20.87  
 30 0.00 25.84 5.99 14.82 39.88 13.78  
 31 0.00 16.99 7.74 54.51 43.74 57.18  
 32 0.00 42.23 2.94 35.66 46.17 24.69  
 33 0.00 23.86 0.00 52.59 46.89 49.58  
 34 0.00 38.03 8.69 30.17 42.87 30.39  
 35 0.00 30.55 11.45 49.15 44.09 47.18  
 36 0.00 43.24 5.21 31.65 46.23 30.70  
 FaH 0.00 37.88𝟐 0.19 22.82𝟑 39.84𝟏 17.17 0.00 25.59𝟐 0.54 23.83𝟑 40.79𝟏 21.12  
learning specialists will be essential to effectively designing and con-
structing emotion-related semantic attributes.

5.2.1. Baselines analysis
Fig.  5 presents line plots illustrating baseline performance on the 

emotion datasets under the FEAr framework across two ratio configu-
rations. The left side of Fig.  5, the graphs for the ratio configuration 
- I across three different datasets are shown. The graphs indicate 
that traditional methods such as SAE [28] and DeVISE [29] generally 
exhibit lower performance than the LVLMs method. This demonstrates 
that LVLMs outperform traditional methods because they are trained 
end-to-end to align visual and semantic embeddings. Furthermore, 
the baseline model achieves a saturated level of performance in the 
ratio configuration - I, attaining 94.94% on FI [9], 85.27% on Art-
Photo [11], and 86.68% on Emotion6 [10]. This high performance 
suggests that further exploration in this configuration may not yield 
significant advancements.

In contrast, the right side of the Fig.  5 shows the performance of 
the baseline model on the various emotion datasets under the FEAr
ratio configuration - II. The performance gap between traditional ZSL 
methods and LVLMs becomes more evident based on the three graphs 
for the ratio configuration - II. As the training dataset size decreases, 
traditional ZSL methods’ performance degrades more significantly than 
LVLMs’. Additionally, compared to the ratio configuration - I, the 
overall performance of the models decreases, likely due to the intro-
duction of a higher number of unseen classes. This suggests that there 
is substantial room for improvement and makes it a more compelling 
12 
area for future research. Therefore, future studies should prioritize the 
ratio configuration - II, as it presents a more challenging and potentially 
rewarding problem.

6. Extended study

6.1. Generalized ZSL (GZSL)

Unlike conventional ZSL, GZSL simulates real-world scenarios by 
incorporating both seen and unseen attributes during testing, denoted 
as 𝐴𝑖 = 𝐴𝑠

𝑖 ∪𝐴
𝑢
𝑖  in our setup. This approach demonstrates the robustness 

of the baseline method under more realistic conditions.
Table  6, 7, 8 show the FaH for baseline models in GZSL settings 

across 3 emotion datasets with FEAr framework. In GZSL, EMO-L2P [5] 
outperforms the others. As in conventional ZSL, traditional ZSL models 
perform poorly compared to LVLMs.

In traditional ZSL, most models exhibit deficient performance,
achieving accuracy below 30%. Surprisingly, in specific split settings, 
traditional ZSL models demonstrate 0% performance. Notably, SAE* 
achieves 0% across all split settings in both the first and ratio con-
figuration - IIs when FI dataset [9] is being used. This highlights the 
limitations of traditional ZSL approaches, which rely on a few network 
layers to align visual and textual embeddings. These methods struggle 
to generalize unseen datasets and are heavily biased towards seen 
datasets.
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Table 7
Performance of baselines for FEAr Emotion6 dataset in GZSL Settings. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively. Bottom 
row indicates FaH.
 Baseline performance on FEAr EMOTION6 dataset in GZSL
 Sets Ratio configuration - I Ratio configuration - II
 SAE* SAE DeViSE CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CLIP EMO-L2P CLIP-AAG 
 1 25.91 17.27 0.00 23.18 48.79 16.21 22.12 10.61 9.24 35.96 49.49 26.06  
 2 15.76 20.30 6.06 37.42 50.76 33.64 20.71 4.14 0.00 42.02 51.31 41.41  
 3 35.00 21.97 0.00 48.03 53.64 45.45 16.87 24.95 13.64 46.77 48.89 30.61  
 4 31.21 7.42 8.18 44.39 51.06 26.67 22.32 11.01 11.01 50.71 53.23 49.80  
 5 31.52 28.18 0.00 15.15 32.42 7.58 26.67 3.84 12.37 49.60 52.93 27.47  
 6 35.45 8.33 6.46 27.73 37.12 28.48 24.24 12.63 10.05 54.55 52.53 43.03  
 7 46.06 21.21 0.00 38.18 39.55 36.21 25.25 20.71 12.53 25.76 39.70 22.53  
 8 15.91 4.55 13.84 39.85 34.85 28.64 28.89 23.03 0.00 29.90 40.40 23.13  
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27.37 23.23 16.62 41.21 40.20 31.31  
 10 26.97 21.82 8.54 45.56 45.35 47.58  
 11 21.92 17.78 15.71 45.25 43.03 22.63  
 12 22.63 22.93 13.99 47.68 44.34 47.47  
 13 17.88 13.64 0.00 21.52 37.47 23.33  
 14 31.72 27.78 13.48 29.29 43.13 31.11  
 15 21.62 22.63 0.00 38.28 40.10 40.61  
 16 11.62 12.32 15.51 33.54 41.11 38.38  
 FaH 26.16𝟑 11.41 0.20 30.13𝟐 42.17𝟏 21.18 21.91 12.27 0.39 37.38𝟐 44.71𝟏 31.70𝟑  
Table 8
Performance of baselines for FEAr ArtPhoto dataset in GZSL Settings. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively.
 Baseline performance on FEAr ArtPhoto dataset in GZSL
 Sets Ratio configuration - I Ratio configuration - II
 SAE* SAE DeViSE CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CLIP EMO-L2P CLIP-AAG 
 1 38.64 30.91 0.12 45.45 33.18 12.27 22.75 10.45 12.05 39.75 28.69 31.35  
 2 25.09 11.07 11.52 36.90 22.88 36.90 18.11 9.44 5.89 39.80 27.81 32.40  
 3 41.71 27.43 3.04 19.43 16.00 13.71 14.29 7.27 0.00 36.84 31.58 30.58  
 4 7.14 23.08 0.00 23.08 24.73 21.98 19.86 18.28 13.14 33.18 24.83 22.57  
 5 26.73 9.68 0.00 55.30 41.01 52.53 19.33 12.00 11.30 32.89 26.44 30.44  
 6 8.96 13.06 11.67 41.04 27.24 40.67 23.45 18.08 10.18 24.29 22.88 25.42  
 7 14.53 11.05 4.82 30.81 24.42 18.60 12.72 11.18 12.27 41.89 33.11 40.57  
 8 18.44 8.38 0.00 32.96 30.17 44.13 15.56 6.94 10.36 35.56 34.17 42.50  
 9 28.65 3.24 0.00 55.14 44.86 59.46 26.16 10.08 0.00 38.42 37.60 35.15  
 10 26.27 1.27 11.52 40.25 37.71 3.81 12.17 11.68 12.50 30.66 25.55 17.03  
 11 20.71 12.86 3.93 25.71 33.57 12.14 13.64 16.03 12.42 34.21 28.71 36.36  
 12 21.77 6.12 0.00 33.33 30.61 23.13 21.12 10.56 4.46 25.16 25.47 28.88  
 13 7.41 9.72 0.00 54.63 44.44 51.39 26.90 19.30 11.75 41.07 33.47 40.86  
 14 13.86 5.99 11.45 44.94 32.96 45.32 12.02 7.67 10.71 37.85 33.25 30.43  
 15 21.05 2.34 2.50 29.82 26.32 24.56 21.61 3.02 0.00 39.20 36.43 38.44  
 16 6.74 6.74 0.00 35.39 42.13 36.52 15.84 7.24 12.79 32.58 26.92 24.89  
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20.94 3.12 12.12 36.75 29.62 31.18  
 18 20.11 15.30 6.61 24.93 23.23 25.50  
 19 17.00 6.40 10.69 46.36 37.31 47.02  
 20 17.09 5.60 9.11 45.66 38.94 45.94  
 21 20.60 18.68 0.00 46.98 36.26 45.60  
 22 7.11 11.03 12.63 39.95 30.15 38.48  
 23 31.08 9.64 12.27 41.45 36.63 35.18  
 24 21.00 16.61 6.61 33.54 27.27 34.17  
 25 24.59 14.26 8.81 46.49 33.68 49.59  
 26 20.62 13.14 6.07 43.81 34.79 49.23  
 27 20.00 11.39 0.00 45.32 35.19 44.81  
 28 13.44 17.08 11.88 38.72 32.35 25.74  
 29 12.33 12.33 12.27 41.93 28.48 32.29  
 30 13.14 14.57 7.68 28.29 31.14 32.00  
 31 30.31 20.13 12.20 49.12 39.60 46.46  
 32 25.84 20.51 10.54 45.22 38.48 41.29  
 33 13.22 1.65 0.00 49.04 40.22 46.56  
 34 7.62 6.39 13.24 40.79 30.96 28.01  
 35 20.29 12.80 11.90 41.30 33.82 41.06  
 36 16.04 10.06 7.68 31.76 29.56 27.67  
 FaH 15.06 5.98 0.21 34.64𝟏 29.86𝟐 18.78𝟑 16.69 8.61 0.57 37.17𝟏 31.17𝟑 33.44𝟐  
On the other hand, EMO-L2P [5] demonstrates superior perfor-
mance in GZSL, attributed to the use of GPT-2 [24]-generated emotion-
specific prompts that significantly enhance matching accuracy. Con-
versely, CLIP-AAG performs the worst among the LVLM models. This 
shortfall is primarily due to the AAG module being trained exclusively 
on seen emotion visual representations, leading to a bias in generating 
13 
new semantic attributes. The issue is further exacerbated when differ-
ent visual representations convey similar emotions, such as an image 
of a scene that can be categorized as both awe and contentment. This 
underscores the limitation of our model, where relying on the mean 
of visual representations as a general emotional trend is insufficient, 
primarily when we only trained with seen visual representation.
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Fig. 6. Performance of various models in the generalized ZSL setting with the proposed FEAr split setting.
6.1.1. GZSL analysis
Fig.  6 illustrates the performance graphs for baseline models in 

the generalized ZSL setting. The graph reveals that nearly all mod-
els achieve performance levels below 60% in both ratio configura-
tions, suggesting their results are close to random guessing. However, 
LVLMs still perform better than traditional ZSL models, underscoring 
the advantages of end-to-end training for aligning visual and textual 
embeddings.

The performance of ZSL models in the GZSL setting is significantly 
lower than in conventional ZSL scenarios. This apparent disparity high-
lights the limitations of current approaches in addressing the challenges 
14 
posed by the GZSL framework, where models must balance perfor-
mance on both seen and unseen classes. These findings suggest that 
existing methods fail to achieve reliable and generalized results in this 
domain.

Given these challenges, there is substantial potential for innovation 
and improvement in the GZSL paradigm. It is strongly recommended 
that future research efforts prioritize the exploration of novel method-
ologies, enhanced architectures, and more effective training strategies 
to overcome these limitations. Advancing the GZSL framework could 
pave the way for more robust and practical applications in real-world 
scenarios.
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Table 9
Performance of baselines for FEAr in FI to ArtPhoto Cross-Validation setting. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively.
 Baseline performance of FI → ArtPhoto
 Sets Ratio configuration - I (6:2) Ratio configuration - II (4:4)
 SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG 
 1 47.73 71.36 60.62 83.60 75.91 74.09 84.55 21.52 33.61 25.00 57.80 51.64 63.73 62.50  
 2 38.75 42.44 50.00 89.70 84.13 63.84 90.04 17.86 39.80 25.72 59.40 53.06 51.28 61.48  
 3 40.00 60.00 61.67 86.30 90.86 90.86 87.43 25.56 32.83 26.88 52.90 50.63 51.88 59.15  
 4 57.69 60.44 55.84 86.30 87.91 87.91 85.71 15.80 39.50 25.00 59.40 61.63 48.08 66.37  
 5 62.21 70.05 60.69 82.00 76.04 54.84 78.80 23.11 33.33 25.00 47.80 58.00 62.22 62.44  
 6 38.06 62.31 50.00 71.60 72.01 76.49 72.39 19.77 29.38 25.00 53.10 57.63 40.68 60.45  
 7 40.70 77.91 52.45 87.80 86.05 72.67 89.53 23.03 33.55 25.00 50.90 49.56 55.92 63.60  
 8 54.19 54.75 59.14 81.60 76.54 84.36 80.45 24.44 38.06 26.19 61.70 53.33 64.44 63.61  
 9 76.76 72.97 67.58 90.80 84.86 84.32 87.57 28.61 38.69 26.70 51.20 50.95 44.14 61.31  
 10 29.66 47.46 50.00 71.20 77.12 81.36 71.61 20.68 36.98 29.92 66.40 64.72 46.47 67.64  
 11 50.00 62.86 50.00 95.70 91.43 97.14 93.57 26.56 33.73 25.00 64.10 63.88 39.23 64.83  
 12 68.03 53.74 59.55 85.00 86.39 81.63 86.39 25.78 31.06 25.32 58.10 55.59 60.87 61.80  
 13 66.67 63.43 57.27 89.80 85.65 93.98 85.65 21.56 33.47 25.00 63.70 56.06 46.00 62.83  
 14 37.83 70.79 50.00 89.50 87.64 56.93 88.39 18.41 35.04 25.00 48.30 53.20 40.66 57.80  
 15 40.94 60.23 55.94 88.30 88.89 86.55 85.96 24.37 39.20 26.27 54.00 53.77 52.01 51.51  
 16 57.30 57.30 59.25 86.50 84.27 90.45 85.96 15.84 36.88 30.35 66.50 64.03 59.28 66.97  
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24.72 34.74 25.00 64.10 65.92 64.37 63.47  
 18 19.83 39.09 25.00 48.40 55.24 51.27 52.41  
 19 17.00 33.33 25.00 34.90 44.81 34.66 52.54  
 20 21.29 45.38 25.98 53.20 47.90 63.59 56.86  
 21 27.20 43.68 33.07 45.10 49.73 37.36 56.87  
 22 19.85 40.44 25.84 62.50 55.88 49.02 57.60  
 23 26.75 39.76 25.00 53.50 52.53 40.72 59.28  
 24 23.51 36.36 24.90 53.30 44.51 50.16 57.05  
 25 21.69 33.47 25.00 55.40 57.64 74.38 60.74  
 26 18.04 31.19 37.66 58.50 59.28 60.31 64.18  
 27 22.03 36.71 25.00 51.10 58.73 48.86 64.81  
 28 15.95 39.86 25.21 69.00 61.73 61.05 65.60  
 29 18.39 38.34 25.00 56.50 64.35 54.93 65.92  
 30 20.00 32.00 25.00 55.40 58.00 63.71 62.86  
 31 33.85 38.05 25.00 62.60 59.73 53.10 58.63  
 32 19.66 32.58 30.75 64.00 64.61 31.74 64.33  
 33 24.24 35.54 25.08 61.40 64.46 52.89 64.46  
 34 17.20 35.87 25.00 60.70 66.09 46.68 63.88  
 35 17.63 33.09 25.00 59.70 66.67 63.04 63.77  
 36 22.01 31.13 25.00 67.90 60.69 61.64 64.78  
 FaH 47.27 60.38 55.87 84.96𝟏 83.16𝟑 77.78 84.29𝟐 21.19 35.74 26.15 56.09𝟑 56.54𝟐 50.62 61.33𝟏  
6.2. Cross-datasets validation

We conducted cross-dataset experiments to assess emotion recogni-
tion capabilities across datasets using shared classes from the FI and 
ArtPhoto datasets. We tested models trained on seen classes from one 
dataset on the unseen classes of the other, employing the FEAr split 
settings for both ratios in this evaluation.

Table  9 presents the performance of models trained on the FI 
dataset [9] and tested on the ArtPhoto dataset [11], denoted as FI →
ArtPhoto. Similarly, Table  10 shows the performance of models trained 
on the ArtPhoto dataset [11] and tested on the FI dataset [9], repre-
sented as ArtPhoto → FI. It is important to note that the FI dataset [9] 
is significantly larger than the ArtPhoto dataset [11]. Following trends 
observed in conventional ZSL, LVLMs consistently outperform con-
ventional ZSL models, with CLIP [6] emerging as the leading model, 
followed by CoOP [7] and CLIP-AAG. While CLIP [6] does not achieve 
the highest performance in the FI → ArtPhoto task, its results are 
closely aligned with those of CoOP, establishing CLIP as the overall 
top-performing model.

Interestingly, the CLIP-AAG model performs well in the FI → Art-
Photo setting, ranking second in the ratio configuration - I, very close 
to the top performer, and securing top performance in the ratio configu-
ration - II. This is because FI, being a larger dataset, provides a mean of 
visual representation that captures a broader range of emotional trends, 
leading to better performance when tested on the smaller ArtPhoto 
dataset. Conversely, the limited visual data in ArtPhoto fails to capture 
the general emotional trends in the larger FI dataset, highlighting a 
limitation of our method. We must reiterate that our method has limi-
tations. Despite utilizing a large set of seen images, our approach still 
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struggles to generate comprehensive semantic attributes when faced 
with large unseen datasets.

6.2.1. Cross-datasets validation analysis
Fig.  7 presents the performance graphs for baseline models in the 

cross-dataset setting. The upper section of the figure illustrates the 
performance of models trained on the FI seen dataset [9] and tested on 
the unseen ArtPhoto dataset [11], while the lower section depicts the 
reverse scenario. The graphs exhibit a pattern similar to conventional 
ZSL results, with LVLMs outperforming traditional ZSL models, and a 
more pronounced performance gap in the ratio configuration - II.

Interestingly, models trained on the ArtPhoto dataset and tested on 
the FI dataset performed better than those trained on the FI dataset and 
tested on the ArtPhoto dataset. This could be attributed to ArtPhoto’s 
smaller and more focused dataset characteristics, which may provide 
specific and coherent features that generalize effectively to the larger FI 
dataset. Conversely, the FI dataset, being significantly more extensive 
and diverse, might include noise or features less aligned with the 
narrower distribution of ArtPhoto, resulting in reduced performance in 
the reverse case.

In summary, the models’ performance using the ratio configuration 
- I appears saturated. In contrast, the ratio configuration - II highlights 
opportunities for improvement, likely due to the inclusion of more 
unseen classes. Future research should prioritize exploring the ratio 
configuration - II, as it presents a more challenging and meaningful task 
for advancing the field.
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Table 10
Performance of baselines for FEAr in ArtPhoto to FI Cross-Validation setting. The notations 𝟏, 𝟐, and 𝟑 represent the Top 1, 2, and 3 performances, respectively.
 Baseline performance of ArtPhoto → FI
 Sets Ratio configuration - I (6:2) Ratio configuration - II (4:4)
 SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG SAE* SAE DeViSE CoOP CLIP EMO-L2P CLIP-AAG 
 1 54.85 26.95 50.00 92.90 88.18 68.86 61.96 22.26 20.67 25.00 66.10 74.39 53.53 59.32  
 2 47.82 42.54 50.00 96.30 96.31 84.40 95.53 15.89 27.78 25.00 64.60 72.98 51.85 61.30  
 3 63.25 41.12 49.73 92.40 89.74 85.03 89.94 28.70 22.17 25.17 75.90 75.22 57.57 61.96  
 4 39.85 64.36 53.02 82.60 92.30 86.39 89.61 23.77 23.90 25.37 64.60 78.39 54.93 77.20  
 5 38.44 27.34 53.73 89.40 85.39 66.25 83.74 27.69 31.77 25.00 63.00 79.46 57.50 81.28  
 6 51.06 48.07 50.00 86.50 92.81 77.02 91.89 25.74 24.07 25.00 60.40 76.01 52.74 77.67  
 7 45.71 41.81 50.21 92.00 95.25 83.34 93.94 21.37 21.99 25.00 76.80 76.72 58.28 64.52  
 8 41.25 32.74 55.79 93.50 95.32 76.91 92.19 27.37 21.95 25.00 79.10 75.38 65.29 66.30  
 9 57.50 70.70 50.04 95.70 90.24 75.15 87.38 28.20 35.35 25.73 54.60 79.27 60.48 70.72  
 10 42.37 50.73 50.00 89.70 90.06 73.85 86.88 22.94 26.35 25.00 70.40 77.88 60.99 75.54  
 11 57.34 55.66 50.00 86.40 92.56 86.35 87.17 28.43 18.38 25.00 68.90 80.10 60.86 77.23  
 12 47.26 19.39 50.10 94.40 95.65 80.99 90.04 29.09 25.93 25.00 63.60 78.40 62.64 79.11  
 13 46.41 69.60 50.00 86.40 91.64 74.23 91.23 27.86 19.77 25.00 75.10 73.86 49.07 64.43  
 14 53.57 36.19 50.00 96.10 95.06 82.30 96.25 20.76 22.07 25.00 61.20 67.80 50.33 58.86  
 15 47.03 30.89 52.47 96.10 92.39 92.56 92.10 20.86 33.53 22.67 41.70 69.99 51.54 62.40  
 16 33.67 20.37 50.08 97.30 95.88 89.09 96.74 17.27 25.06 25.15 73.90 72.21 55.43 69.81  
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18.64 23.51 25.00 55.00 73.97 53.26 74.32  
 18 22.79 24.26 25.00 68.50 62.46 50.17 69.22  
 19 24.60 31.74 25.00 68.70 69.17 57.82 58.76  
 20 24.20 35.95 25.00 64.40 71.78 55.95 58.88  
 21 28.49 39.46 25.46 59.80 73.40 57.25 64.62  
 22 20.37 17.78 25.04 58.40 72.86 52.56 64.59  
 23 28.24 23.20 25.00 74.90 73.36 54.62 63.03  
 24 37.21 25.19 25.00 62.00 74.10 56.76 70.18  
 25 19.15 18.41 25.00 74.50 79.24 47.40 55.71  
 26 28.01 21.02 25.58 59.20 77.45 59.50 56.18  
 27 19.36 15.24 25.00 71.00 81.39 56.33 60.10  
 28 25.83 27.53 24.97 62.80 82.60 61.82 83.02  
 29 39.35 29.74 25.00 80.30 84.88 58.52 82.91  
 30 24.60 33.08 25.00 74.50 83.07 65.53 83.01  
 31 22.60 19.59 25.00 74.60 79.34 55.38 73.26  
 32 25.55 18.44 25.00 85.70 77.21 60.88 74.10  
 33 34.03 26.98 25.00 78.90 83.33 61.80 80.34  
 34 16.37 12.29 25.07 77.30 79.88 61.39 78.70  
 35 37.90 25.30 25.00 79.60 82.43 65.51 81.68  
 36 24.05 24.64 25.00 86.60 81.45 68.20 80.27  
 FaH 46.81 36.55 50.99 91.62𝟐 92.42𝟏 79.62 88.36𝟑 24.21 23.50 25.10 67.46𝟑 76.21𝟏 57.00 69.02𝟐  
Table 11
Ablation study of CLIP-AAG with Emotion6 dataset under the FEAr framework.
 Ratio configuration-I Ratio configuration-II
 Method Pretrained-CLIP Finetuned-CLIP CLIP-AAG Pretrained-CLIP Finetuned-CLIP CLIP-AAG 
 Dataset 1 77.73 83.94 85.00 57.37 57.88 61.92  
 Dataset 2 91.21 92.88 93.79 73.84 73.94 76.67  
 Dataset 3 66.67 68.33 68.33 62.12 63.54 66.46  
 Dataset 4 87.73 82.27 88.18 66.16 66.06 68.18  
6.3. Ablation study on CLIP-AAG components

CLIP-AAG comprises two key components: (i) task-specific finetun-
ing of the CLIP model on seen emotion classes, and (ii) the proposed 
Affective Attribute Generator (AAG) that enriches semantic attributes 
with affective visual information. To quantify the individual contri-
butions of these components, we conduct an ablation study by pro-
gressively enabling each module while keeping all other experimental 
settings unchanged.

Specifically, we evaluate three model variants: Pretrained-CLIP, 
which uses the original CLIP model without finetuning; Finetuned-
CLIP, where CLIP is finetuned on the seen emotion classes using con-
trastive learning; and CLIP-AAG, which further integrates the AAG 
module to generate affectively enriched semantic attributes. All vari-
ants are evaluated under identical FEAr split settings using both ratio 
configurations.

Table  11 summarizes the ablation results on a subsampled set of
FEAr for the Emotion6 dataset, presented for clarity of exposition. 
Finetuning CLIP consistently improves performance over the pretrained 
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baseline across both ratio configurations, indicating the importance 
of adapting visual–textual representations to the emotion recognition 
task. More importantly, incorporating the AAG module yields addi-
tional and consistent gains over Finetuned-CLIP. The improvement is 
especially evident under Ratio Configuration-II, where a larger pro-
portion of emotion classes are unseen. This observation suggests that 
affective attribute generation plays a critical role in enhancing gener-
alization under more challenging zero-shot conditions by strengthening 
the alignment between semantic attributes and visual affective cues.

7. Conclusion

This paper addresses the challenges of inconsistent model perfor-
mance stemming from unclear dataset split settings and the lack of 
robust semantic attributes for emotions in existing work. To overcome 
these issues, we present the Fair Evaluation for Affective Recognition
(FEAr) framework and the FEAr-accuracy harmonization (FaH) evalu-
ation metric, which provide standardized split settings for three widely 
used datasets and enable comprehensive performance evaluation. The
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Fig. 7. Performance of various models in the cross-dataset setting with the conventional ZSL setting with proposed FEAr split setting.
FEAr framework enhances consistency by introducing multiple split 
configurations, while the FaH metric evaluates model performance 
through the harmonic mean of accuracy across these splits. Further-
more, the proposed CLIP-Affective Attribute Generator (CLIP-AAG) 
model generates semantic attributes enriched with emotional visual 
information, improving the alignment between semantic attributes and 
visual embeddings. Using FaH as a reference, we establish baseline 
models that provide a foundation for future research and offer a robust 
framework for evaluating model performance across diverse conditions. 
By addressing key limitations in the field, this work fosters greater 
reliability, transparency, and reproducibility in emotion recognition 
research, paving the way for meaningful advancements in this domain.
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